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Abstract

Random contentions occur in optical burst-switched (OBS) networks because of one-way signaling and lack of optical
bu�ers. These contentions can occur at low loads and are not necessarily an indication of congestion. The loss caused by
them, however, causes TCP at the transport layer to reduce its send rate drastically, which is unnecessary and reduces
overall performance. In this paper we proposeforward segment redundancy(FSR), which is a proactive technique to
prevent data loss during random contentions in the optical core. With FSR, redundant TCP segments are appended to
each burst at the edge and modi�ed burst segmentation is implemented in the core so that when a contention occurs,
primarily redundant data is dropped. We develop an analytical model of FSR and perform extensive simulations. FSR
is found to improve TCP's performance by an order of magnitude at high loads and by over two times at lower loads. We
also compare FSR to controlled burst retransmission and �ndthat FSR outperforms retransmission at the OBS layer.
We also �nd that FSR is more fair to background tra�c than both burst retransmission and traditional OBS.

Key words: Loss Recovery, TCP, OBS.

1. Introduction

Optical burst switching is a promising paradigm for
supporting next-generation Internet tra�c [1]. It provide s
a middle ground between optical circuit switching (OCS)
and optical packet switching (OPS). OCS does not support
bursty tra�c well while the hardware required to support
OPS is not yet feasible. In an OBS network, incoming
tra�c is assembled into a data burst at a network ingress
node. The burst is preceded by a burst header packet
(BHP), which is processed electronically at each code node
to set up the optical switching fabric. After an o�set time,
the burst is then sent into the network and switched all-
optically. This allows for bursty tra�c and low delays since
there is no connection set up between any ingress-egress
pair.

Since there is no guaranteed end-to-end resource reser-
vation and no optical bu�ering, there may be random con-
tentions in the core when multiple BHPs try to sched-
ule their bursts for the same output port at the same
time. A number of mechanisms have been proposed to
deal with these random contentions, including �ber delay
lines (FDLs), wavelength conversion, de
ection routing,
burst segmentation [2], retransmission [3], and forward er-
ror correction (FEC) [4] [5] [6]. We will discuss the di�er-
ent reliability techniques for OBS in Section 2.
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The majority of Internet tra�c is carried over TCP,
therefore it is important to study the performance of TCP
over OBS networks. However, it has been shown that TCP
performs poorly over OBS networks [3, 7]. TCP was de-
signed for electronic networks with bu�ers where a loss
indicates congestion which should cause TCP to lower its
send rate by cutting its congestion window. The lowering
of the send rate in electronic networks is to allow the net-
work to stabilize since it is congested. A loss in an OBS
network, however, may not indicate congestion so TCP
may unnecessarily lowers its send rate leading to poor per-
formance. When the TCP sender detects a loss through
triple duplicate acknowledgements, the sender will reduce
its congestion window by half. In the event of a time-
out, the TCP sender reduces its congestion window to one
MSS. In both cases, the send rate is drastically reduces
even though the loss was due to a random contention,
not congestion in the network. It is important to pro-
vide some reliability in OBS networks to improve TCP's
performance.

In this paper, we propose a hybrid proactive loss recov-
ery and loss minimization technique calledforward seg-
ment redundancy (FSR). FSR combines modi�ed burst
segmentation with forward redundancy. We will evaluate
TCP's performance over an OBS network with FSR. Sec-
tion 2 categorizes di�erent techniques to handle or avoid
loss in OBS networks. Section 3 will discuss how FSR
works. Section 4 will discuss the ARQ technique, an
alternative to proactive FSR. Section 5 proposes an an-
alytical loss model for FSR, while Section 6 will discuss
detailed numerical results of FSR and ARQ. The paper is
concluded with Section 7.
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Figure 1: Reliable OBS framework.

2. Reliability in OBS

Reliability in OBS can be categorized into two broad
techniques: loss minimization and loss recovery. Fig. 1
provides a generic classi�cation of reliability techniques.
Loss minimization techniques attempt to reduce the prob-
ability of loss in the network or minimize the amount of
data loss if a contention does occur. Contention avoidance
is the technique that aims to decrease the probability of
contention in the network. One example of a contention
avoidance technique is load-balanced routing [8]. Load-
balanced routing attempts to send bursts on the least con-
gested path to reduce the probability of a contention. In-
stead of trying to avoid contentions, a mechanism can be
implemented to reduce the loss resulting from a contention
after it occurs. This is known as contention resolution.
An example of contention resolution is burst segmenta-
tion, which only drops overlapping portions of the burst
during a contention to minimize loss.

Loss recovery techniques focus on handling loss instead
of trying to minimize the probability of contentions. Loss
recovery involves either responding to loss after it happens
or sending extra data into the network to recover from a
potential loss in the forward direction. The former is a
reactive technique and the latter is proactive. One exam-
ple of a reactive loss recovery technique is burst retrans-
mission, also known as automatic retransmission request
(ARQ). Data is sent into the network under the assump-
tion that a contention will not occur, but if it does happen
the loss will be handled by retransmitting the dropped
burst using an ARQ packet. A proactive approach would
be sending redundant data into the network, in the form
of redundant packets or forward error correction codes, so
that when a contention occurs, the original data can still
be recovered in the forward direction.

Our proposed technique, FSR, is a combination of loss
minimization and loss recovery. FSR adds redundant data
to each burst sent into the network, hence it utilizes proac-
tive loss recovery. Forward redundancy by itself would not
work in an OBS network where an entire burst is dropped
during a contention, since that would drop all of the redun-
dant data as well. To deal with this, we propose modi�ed

burst segmentation, a loss minimization technique at the
core. FSR is comparable to burst closing [9]. In burst
cloning, a separate, duplicate burst is sent into the net-
work. Burst cloning is similar to FSR with 100% redun-
dancy but instead of appending the redundant data to the
same burst, it is sent out as a separate burst. Not only
does this involve extra control overhead in terms of BHPs,
but it is not as 
exible as FSR. Cloning provides only 100%
redundancy. Cloning also does not handle out-of-ordering
well. Consider the scenario where an original burst suf-
fers a head drop and arrives at the egress before its clone.
The clone will then cause false fast retransmits since the
segments arrived out-of-order. With FSR, the redundant
data is in the same burst, so after a head drop the re-
dundant and original data can be reordered at the egress
without any additional delay. FSR is a simple technique
that does not require a signi�cant amount of processing
at the edge and does not have unreasonable hardware re-
quirements like ARQ that requires large electronic bu�ers
or FEC that requires complicated error correcting codes
to be generated at high data rates. Section 3 discusses
FSR in detail. We also compare FSR to ARQ, which is
explained in Section 4.

3. Forward Segment Redundancy (FSR)

FSR is a proactive loss recovery technique combined
with a loss minimization technique. It does not require
feedback from the receiver or the network about loss. Im-
plementing FSR requires a modi�ed segmentation tech-
nique in the core and also appending redundant data to
the burst at the edge before it is sent into the core. Both
of these aspects will be discussed in detail in the follow-
ing subsections. While discussing segmentation, we will
refer to a burst already scheduled on a port as theoriginal
burst and the later arriving burst to the same port as the
contending burst.

Typically, sending redundant data into the network
runs the risk of causing congestion and therefore degrad-
ing performance. In our FSR technique, however, the re-
dundant data is considered lower priority and is simply
dropped when contending with original (non-redundant)
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Figure 2: Illustrations of contention scenarios: FSR with m odi�ed
burst segmentation.

burst segments so that bandwidth utilization is not af-
fected.

3.1. Redundant Burst Segmentation

Burst segmentation is a contention resolution mecha-
nism that divides each burst into transport units called
segments made up of either a single or multiple packets.

We assume that each segment is a single packet and will re-
fer to them as packets. The packets de�ne the points that
a burst may be partitioned when a contention occurs. In
traditional burst segmentation, when a contention occurs,
one of the bursts is split into a head and a tail while the
other burst remains unchanged. There are two dropping
policies in traditional segmentation, one is head drop and
the other is tail drop. With head drop, the head of the
contending burst is dropped so that the overlap is elim-
inated and the tail of the contending burst is scheduled
along with the entire original burst. Tail drop is similar,
except that with this policy the tail of the original burst
is dropped and the entire contending burst is scheduled
along with the head of the original burst. We could also
use de
ection routing to send the head or tail that would
normally be dropped onto a di�erent port.

In the proposed redundant burst segmentation (RBS)
technique, a contention can result in both the contending
and original bursts being split into a head and tail. In our
RBS technique, there are two di�erent burst priorities that
a�ect how the segmentation works. A burst that contains
redundant data is considered low priority, P1, while a burst
with no redundant data is considered high priority, P0.

To describe RBS, we will use the illustrations in Fig. 2.
In these �gures, packets in white indicate original data
while gray packets indicate the redundant data. Packets
with cross-marks indicate the dropped packets. We as-
sume FSR with 100% redundant data for the illustrations.
We de�ne the overlap as the period between the start of
the contending burst and the end of the original burst, as
indicated in the �gure. In addition to the illustrations, th e
right side of the �gure has the number of original packets
dropped during each contention for di�erent contention
resolution policies (NC means no contention occurred).

The modi�ed segmentation technique works as follows.
In cases 1, 2, and 3, the bursts are of equal priority and
the contending burst's length is greater than the overlap
length. In these cases, the midpoint of the overlap is de-
termined and this is used to create the head and tail of the
original and contending bursts. In case 1, the overlap is
equal to the amount of redundant packets. For this case,
if FSR was not used, there would be no contention, but
we can see that no original data is lost with FSR. In case
2, the overlap is greater than the amount of redundancy.
This would lead to a contention even without FSR and we
can see that with FSR, no original data is lost. The �gure
shows that with just burst drop the entire contending burst
would be lost, resulting in four original packets being lost.
Both head and tail drop would result in either the head or
tail being dropped, resulting in two packets being lost for
both cases. In case 3, two bursts with no redundant data
contend. This is handled in the same way as two bursts
with redundant data. In this case, if traditional segmenta-
tion were used, two packets would be dropped from either
the original or contending burst, but with RBS in FSR one
packet from each is dropped, resulting in fairness.

Next, consider case 4 ((a) & (b)). Here, the overlap is
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Figure 3: Burst assembly strategies with 100% forward redun dancy and loss scenarios with up to 50% packet loss.

greater than or equal to the length of the contending burst
and the bursts are still the same priority. In this case, in-
stead of using the center of the overlap to determine the
head and tail of the original and contending bursts, the
center of the contending burst is used as shown in case 4
(a) and (b). However, if this results in any non-redundant
data loss for the original burst, the entire contending burst
is dropped. We found that if the original burst is large and
the contending burst is small, splitting the bursts accord-
ing to the center of the smaller contending burst may result
in loss of many original packets from the original burst, so
we simply drop the contending burst in this case. Case 4
(a) would result in no contention if FSR were not used,
but FSR does not result in any original data loss. In case
4 (b), burst dropping would result in the contending burst
being dropped, while head or tail drop would result in two
packets lost from either burst. FSR is able to prevent all
loss.

Lastly, case 5 deals with the situation where the con-
tending bursts are of di�erent priority. These scenarios
work the same as traditional segmentation. The burst
without any redundant data is not segmented and is al-
ways scheduled. The overlap is dropped from the burst
with redundant data, as shown in case 5 (a) and (b). As
with case 1 and 5 (a), case 5 (a) would not result in a con-
tention if FSR were not used, but it does not lead to any
original data loss with FSR. In case 5 (b) FSR performs
the same as traditional segmentation since the contending
burst is of higher priority than the original burst.

The proposed RBS does not strive to make the optimal
choice in how much data to drop from each burst in all
cases, we have favored simple segmentation rules instead of
complex ones. RBS can be implemented with any signaling
technique that supports o�set times between the BHP and
data burst.

3.2. Burst Assembly: Amount and Placement of Redun-
dant Segments

The second aspect of FSR is burst assembly where we
decide the placement of redundant data to the burst and
the amount of redundancy to add. We use percentages of
the original burst size to determine how much redundant
data to append. For example, with 100% FSR, the burst
size is e�ectively doubled with half of it being original dat a
and the other half being redundant data. We add the re-
dundant data serially to the end of the original data burst.
There are many di�erent techniques to add redundant data
to the original burst, but adding it serially to the tail pro-
vides the best performance. In conjunction with RBS tech-
nique at the core, it is possible that segments at the head
and segments at the tail will be dropped. The segments
nearer to the head or nearer to the tail have a higher prob-
ability of being dropped in transit than those toward the
middle of the burst. If a segment is dropped at the head,
we would not want the corresponding redundant segment
to be located at the tail or directly after the original seg-
ment because both of these locations have a much higher
probability of being dropped if there is another contention
downstream. Serially appending the redundant segments
provides the optimal distance between the original and re-
dundant segments in the case one of them is dropped. The
best case for an assembly mechanism would be that it is
allowed to drop 50% of the new burst (assuming 100%
FSR) since that 50% is redundant data and the remaining
is the original data. Fig. 3(a) shows four types of possi-
ble assembly approaches. Case 1 is the type of assembly
we have chosen. Case 2 is similar to case 1 except that
the redundant data is appended in reverse order. Case
3 interleaves the redundant and original data while case
4 sandwiches the redundant data in between the original
data. In Fig. 3(b) we show seven di�erent loss scenarios for
a burst with eight segments (four redundant, four original)
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with up to 50% loss. Table I shows the amount of origi-
nal segment loss for each loss scenario and each assembly
technique. It shows that in all scenarios, appending the
data serially (case 1) is able to recover all of the original
data, while the other assembly mechanisms are not. This
is true for other loss scenarios not depicted in Fig. 3(b).

Table 1: Burst Assembly: Number of original segments lost.

ScenarionAssembly Case 1 Case 2 Case 3 Case 4
Scenario 1 0 0 1 0
Scenario 2 0 0 1 0
Scenario 3 0 0 2 0
Scenario 4 0 0 2 0
Scenario 5 0 1 1 1
Scenario 6 0 1 1 1
Scenario 7 0 2 2 0

Because of the placement of redundant data and the
possibility of both head and/or tail drops in the core, it is
sometimes necessary to reorder packets at the egress node
in order to prevent triple duplicates being sent to the TCP
source. For example, considering our approach to append
redundant data serially in Fig. 3, case 1. Assume each
of the segments 1-4 corresponds to a TCP segment. If 1
is dropped, then the receiver will receive segments in the
order: 2,3,4,1', causing triple duplicate ACKs (the cumula-
tive ACK would follow directly after the triple duplicate,
but when sender will still receive the triple duplicates).
This loss detection is known as false fast retransmission,
as described in [10].

4. Burst Retransmission (ARQ)

In this section we will provide a brief description of
burst retransmission, or ARQ [3]. In Section 6 we compare
our proposed FSR technique to ARQ.

Burst retransmission is accomplished with the use of
automatic retransmission request (ARQ) packets sent when
a burst is dropped due to contention. When the ARQ
reaches the ingress node, a duplicate is retransmitted. Bursts
are stored in the ingress node's electronic bu�er for a pe-
riod, � . � is determined by multiplying the one-way prop-
agation delay for an ingress-egress pair,Tr , by a constant
factor. After � has expired, the burst is removed from the
bu�er and is no longer available for retransmission. The
primary disadvantage of ARQ is the bu�er requirements
at the edge nodes. Assume a one-way propagation delay,
Tr , of 30ms and� = 2 Tr . An arrival rate of 10Gbps would
require a bu�er of 600MB. A bu�er is required for each
source-destination pair. Intuitively, it would seem that
using ARQ would also increase end-to-end delay, which is
one of the results we will discuss in the numerical results
section. This is one of the main advantages that a proac-
tive mechanism like FSR has, it will not increase delay.

We will also see that even controlled burst retransmission
has a negative impact on other data tra�c in the network.

5. Analytical Loss Model

In this section, we develop an analytical model for eval-
uating the packet loss probabilities using forward segment
redundancy in an OBS network that supports a strict tail-
dropping segmentation. We assume that bursts arrive in to
the network according to a Poisson process with rate� sd

bursts per second for each source-destination pair (s; d).
We assume �xed shortest-path routing, negligible switch
recon�guration time, and no bu�er support at core nodes.
We also assume that all bursts have the same o�set time.
This implies that the BHP of the original burst always
arrives before the BHP of the contending burst. We also
assumed that tra�c on each link is independent. We as-
sume that the length of each burst is �xed and that each
burst is constituted of original data packets and redundant
packets.

We begin by de�ning the following notations:

- � sd
l : arrival rate of bursts to link l , on the path be-

tween sources and destination d.

- � l =
P

sd � sd
l : arrival rate of bursts to link l , due to

all source-destination pairssd.

- r sd : route from sources to destination d.

The load placed on a link l by tra�c going from source s
to destination d depends on whether linkl is on the path
to destination d. If link l is on the path to d, then, the
load applied to link l by sd tra�c is simply � sd . Thus,

� sd
l = � sd if l 2 r sd

= 0 if l =2 r sd : (1)

Also, the total (new) burst arrival into the network, � , is
given by:

� =
X

s

X

d

� sd : (2)

We calculate the packet loss probability by �nding the
distribution of the burst length at the destination and com-
paring the mean burst length at the destination and the
amount of redundant packets to the mean burst length at
the source. Let the initial cumulative distribution functi on
of the burst length (including the redundant packets) be
Gl sd

0
(t), where lsd

0 is the zeroth hop link between sources
to destination d, and the cumulative distribution function
of the burst after h hops beGl sd

h
(t) for the bursts trans-

mitted from source s to destination d. Let Fl sd
h

(t) be the
cumulative distribution function for the arrival time of th e
next burst on the hth -hop link l between source-destination
pair sd.

Fl sd
h

(t) = 1 � e
� �

l sd
h

t
; (3)
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where � l sd
h

is the arrival rate of all bursts on the hth -hop
link on the path between the sources and destination d,
lsd
h .

The burst length will be reduced if another burst ar-
rives while the original burst is being transmitted; thus,
the probability that the burst length is less than or equal
to t after the �rst hop is equal to the probability that the
initial burst length is less than or equal to t or that the
next burst arrives in time less than or equal to t. There-
fore,

Gl sd
1

(t) = 1 � (1 � Gl sd
0

(t))(1 � Fl sd
1

(t))

= 1 � (1 � Gl sd
0

(t))e
� � l sd

1
t
: (4)

Similarly, let G2(t) be the cumulative distribution function
of the burst after the second hop.

Gl sd
2

(t) = 1 � (1 � Gl sd
1

(t))(1 � Fl sd
2

(t))

= 1 � (1 � Gl sd
0

(t))e
� ( � l sd

1
+ � l sd

2
) t

: (5)

In general,

Gl sd
h

(t) = 1 � (1 � Gl sd
h � 1

(t))( e
� � l sd

h )

= 1 � (1 � Gl sd
0

(t))e
�

�
P h

i = 1 � l sd
i

�
t
: (6)

We now �nd the expected length after h hops and compare
with the expected length at the source node to obtain the
expected loss that a particular burst will experience. Let
L l sd

h
be the expected length of the burst at thehth -hop.

If we have �xed-sized bursts of length, 1
� = T, the

initial distribution of the burst length,

Gl sd
0

(t) = P r(T � t)

= 1 if t � T

0 if t < T . (7)

Substituting Eq. 7 into Eq. 6 and taking the expected
value, we obtain:

L l sd
h

=
1 � e

�
P h

i = 1 � l sd
i

T

P h
i = 1 � l sd

i

: (8)

Let X be the expected length of the redundant pack-
ets placed in the burst at the source. We now �nd the
expected length afterH hops, whereH is the total num-
ber of hops betweens and d, and we compare with the
expected length at the source node to obtain the expected
loss that a particular burst will experience. Let Losssd be
the expected length of the burst lost per burst for a burst
travelling from s to d.

Losssd = T � X � L l sd
H

if ( L l sd
H

< T � X )

0 otherwise. (9)
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Note that the packet loss is proportional to the length
of the route and the length of the burst. The packet loss
probability of bursts, P sd

loss , is given by:

P sd
loss =

E[Length Lost ]
E [Initial Length ]

=
Losssd

(T � X )
: (10)

We can then �nd the average packet loss probability of
bursts for the system by �nding the individual loss prob-
ability for each source-destination pair, and taking the
weighted average of the loss probabilities:

Ploss =
X

s

X

d

� sd

�
P sd

loss : (11)

A more accurate model may be obtained by taking into ac-
count the link correlation e�ect and implementing reduced
load approximation [11].

6. Numerical Results

6.1. Analytical Veri�cation

In this section we verify the proposed analytical loss
model over the NSF network shown in Fig. 4. We assume
that there is one wavelength on each link and the trans-
mission rate is 10 Gbps. We set up tra�c 
ows between
eight source-destination node pairs: (1,11), (3,11), (2,9),
(3,9), (1,13), (2,10), (4,12), and (7,13). The burst arrivals
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Figure 6: Simulation Topology.

are uniformly distributed among the eight 
ows and follow
a Poisson process. The original burst size is 100 packets,
where each packet is 1250 bytes long. We run our model
and simulations for 50% FSR. The results are shown in
Fig. 5. The �gure shows that the simulation results match
the analytical results.

6.2. Simulation Results

This section describes the simulation results obtained
for both FSR and ARQ. First we will provide an analysis
of FSR, comparing it with traditional burst segmentation
and no segmentation and then we will compare FSR to
ARQ.

Simulations were performed using ns2 and the OWns [12]
module. The simulation topology used is shown in Fig. 6.
Each of the nodes on the left sends to the corresponding
node on the right. There are four edge nodes with three
TCP 
ows each and one edge node with three UDP 
ows.
The TCP 
ows have a packet size of 1KB and the receiver
window is set high enough so that it does not limit send
rates. Each TCP 
ow sends a 100MB �le using FTP and
each of the UDP 
ows generate Pareto VBR tra�c. The
Pareto VBR tra�c has a burst time of 500ms and an idle
time of 500ms with a shape parameter of 1.5 In the fol-
lowing graphs, we show the total UDP send rate, which is
the combined rate of the three individual 
ows.

The burst assembler uses mixed-timer-threshold policy
with a max burst size of 200KB and a 4ms timer. A good
value (200KB) for the burst size is determined through
simulation is the following subsections. We chose a trade-
o� between performance and increased delay as will be
discussed later. As noted in the topology, each link has
two data channels with a rate of 1Gbps each.

In our simulations, we perform head or tail segmen-
tation on non-TCP (UDP) bursts, so they are still seg-
mented, but they do not contain redundant data. They are
of equal priority to TCP bursts with redundant data. In
all the simulations the redundant data is appended serially
to the tail of the burst if FSR is enabled. We also perform
reordering of the redundant and original segments at the

the egress (if necessary). In our simulations, the minimum
size for a burst after segmentation is one packet. This
means that a burst can continuously be segmented until it
is one packet long.

The simulation section is organized as follows. First,
we compare the performance of FSR and traditional burst
segmentation with varying UDP send rates. Following this
we evaluate the e�ectiveness of di�erent FSR percentages
values and �nd an optimal value. Next, we compare di�er-
ent burst sizes for 100% FSR to �nd a good value. Then
we also evaluate FSR with newer versions of TCP: HS-
TCP and Cubic. After the evaluation of FSR, we compare
FSR to ARQ over the same topology. Lastly, we compare
the fairness of the di�erent techniques with respect to hop
length. The simulation section is then concluded with a
general comparison between all the policies considered.

6.2.1. FSR
In this section we compare the performance of FSR

with varying degrees of redundancy, 25%, 50%, 75%, and
100%, to regular segmentation and to no segmentation
(burst drop policy). We use background UDP tra�c to
cause data loss.

Fig. 7(a) shows the average 
ow completion time to
send a 100MB �le among each the 12 TCP 
ows. There
is a clear distinction between di�erent levels of redun-
dancy with 100% redundancy performing the best and
25% redundancy eventually performing similar to tradi-
tional burst segmentation especially at high loads. At high
send rates there is an order of magnitude (10 times) per-
formance di�erence between 100% redundancy and both
segmentation and burst drop.

Looking at Fig. 7(c) we can see that FSR greatly re-
duces the number of timeouts experienced by the TCP

ows. At 1800Mbps total UDP send rate there is over
an order of magnitude more timeouts with traditional seg-
mentation and burst drop compared to 100% FSR. This is
because these techniques are not able to prevent enough
loss at high UDP rates which results in small window sizes.
With the smaller window sizes, the TCP sender's entire
congestion window will �t into a single burst and a burst
loss will usually result in an timeout.

While FSR reduces the total number of timeouts, it
also increases the number of fast retransmissions compared
to burst drop as seen in Fig. 7(d). However, the di�erence
between number of fast retransmits for 100% FSR and no
segmentation is not as high as the di�erence in timeouts.
The increase in fast retransmissions is caused by segmen-
tation when only some packets in a burst are dropped in-
stead of the entire burst. Traditional segmentation has the
same issue with fast retransmissions as FSR as shown in
the �gure. 100% FSR is able to prevent more data loss and
therefore results in fewer fast retransmissions compared to
other FSR percentages and traditional segmentation.

In the simulations so far, we have compared FSR per-
centages up to 100%. Fig. 8 shows comparison of 
ow
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Figure 7: Performance comparison of FTP �le transfers, each of the 12 
ows sending 100MB.
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completion time versus di�erent FSR percentages for dif-
ferent UDP send rates. The graph shows that as FSR
percentage reaches 100% it seems to hit an optimal value.
After 100% the completion time begins to increase again.
Note, we ran simulations for FSR percentages higher than
200% and the upward trend continues. This seems to sug-

gest that there is an optimal value for the FSR percentage
around 100%. The graph also shows this is the case for a
multi-hop network (discussed in subsection 6.2.5). As the
FSR redundancy is increased, the burst sizes get larger.
As mentioned in the explanation of FSR, if the overlap is
greater than the contending burst length, the contending
burst is dropped if segmenting it would result in original
data loss for the original burst. With more redundancy,
this scenario happens more often leading to more smaller
bursts being dropped, which hurts performance.

6.2.2. Burst Size
In this section we examine the impact of burst size on

FSR. We run simulations varying the burst size at a UDP
send rate of 150Mbps, 600Mbps, and 1800Mbps. We use
the same settings as the previous simulations except that
we increase the burst assembly time to 10ms to ensure that
the maximum burst size is being used.

Fig. 9(a) shows the average completion time. The �g-
ure shows that as burst size increases, the completion time
decreases. Larger bursts are able to send more data result-
ing in fewer contentions and lower completion times. As a
result of the larger bursts, the one-way delay TCP experi-
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Figure 9: FSR with varying maximum burst size.
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Figure 10: High Speed TCP and CUBIC with FSR.

ences through the network increases as shown in Fig. 9(b).
The increase in delay is a combination of longer time being
spent in the burst assembler and also the longer transmis-
sion delays for larger bursts.

6.2.3. HS-TCP and CUBIC
Our previous results have used TCP SACK over OBS.

In this section we brie
y discuss results obtained by run-
ning both High Speed TCP [13] and CUBIC [14]. Both
are variants of TCP designed for high speed networks.
HS-TCP is a simple modi�cation to TCP SACK that al-
lows the congestion window to increase faster as it gets
larger and also to decrease by smaller amounts after a fast
retransmission. CUBIC uses a very di�erent congestion
control algorithm. It is based on a cubic function that
has three stages. First it quickly reaches a stable state,
then remains there allowing the network to stabilize, then
it quickly probes for new bandwidth.

We use the same simulation parameters as before, we
only change the type of the TCP senders. The results

are similar to TCP SACK, as shown in Fig. 10(a) and (b).
The �gures show that CUBIC has better performance than
HS-TCP, especially at 100% FSR. CUBIC improves 100%
FSR completion time by about 10 seconds at 150Mbps
UDP send rate and by 40 seconds at 1800Mbps UDP send
rate compared to TCP SACK. It is clear that FSR provides
the same bene�t for HS-TCP and CUBIC as it does more
standard TCP 
avors like SACK.

6.2.4. FSR vs. ARQ
We now compare the performance of FSR and ARQ.

The simulations for ARQ were run over the same network
with the same settings as the pervious simulations. We
show the plots with ARQ in Fig. 11.

From Fig. 11(a) we can see that 100% FSR consistently
performs better than ARQ until very high UDP send rates.
All of the ARQ values perform similar to each other sug-
gesting that a � value of 2Tr is su�cient to recover from
losses.
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Figure 11: Performance comparison of FTP �le transfers, eac h of the 12 
ows sending 100MB.

Table 2: Summary of performance.
Criteria FSR ARQ Burst drop Head/Tail drop

TCP performance High High Low Med
UDP performance High Low Med High

Fairness (Across Hops) High Med Low Low
Delay Low Med Low Low

Edge implementation Med High Low Low
Core implementation High Med Low Med

From Fig. 11(c) and (d) comparisons we can see that
ARQ reduces the total number of timeouts. The di�er-
ence between number of timeouts for the di�erent� values
is not signi�cant since this is total number of timeouts
across all 
ows and there are 12 
ows. The di�erence in
timeouts is especially large at high UDP send rates. This
is because TCP's congestion window is small and the en-
tire window �ts into a single burst. This is known as a fast

ow [15]. ARQ is able to recover the single burst contain-
ing the entire window through retransmission, which pre-
vents TOs. While ARQ decreases the number of timeouts,
it also increases the number of fast retransmissions (com-

pared to 100% FSR). Since all� values for ARQ perform
similarly, this indicates that all dropped bursts are able to
be recovered. Therefore the fast retransmissions with ARQ
are mostly false fast retransmissions caused by re-ordering
when a burst is dropped and successfully retransmitted
later. The total number of timeouts for 100% FSR is rel-
atively constant for all UDP rates until 1800Mbps, which
causes the completion time to surpass ARQ in Fig. 11(a).
Up until this point, there larger number of fast retransmits
results in worse performance for ARQ compared to 100%
FSR.

Next, we will explore the impact of retransmissions on

10



 0.022

 0.023

 0.024

 0.025

 0.026

 0.027

 0.028

 0.029

 150
 300

 600
 1200

 1800

O
ne

-w
ay

 T
C

P
 D

el
ay

 (
se

co
nd

s)

Total UDP Send Rate (Mbps)

Burst Drop
ARQ d=2Tr
ARQ d=4Tr
ARQ d=6Tr

25% FSR
50% FSR
75% FSR

100% FSR

(a) Average one-way delay experienced by TCP packets.

 0.8

 0.82

 0.84

 0.86

 0.88

 0.9

 0.92

 0.94

 0.96

 0.98

 1

 150
 300

 600
 1200

 1800

%
 o

f S
uc

ce
ss

fu
lly

 R
ec

ei
ve

d 
U

D
P

 P
ac

ke
ts

Total UDP Send Rate (Mbps)

Burst Drop
ARQ d=2Tr
ARQ d=4Tr
ARQ d=6Tr

25% FSR
50% FSR
75% FSR

100% FSR

(b) Percentage of successfully received UDP data.
Figure 12: Comparing FSR and ARQ a�ects on one-way TCP delay a nd background UDP tra�c.

one-way delay (average delay a packet experiences from
source to destination) and the impact on background traf-
�c. We include no segmentation results in these two graphs
to use as a comparison. In Fig. 12(a) we compare the
average one-way delay (source to destination) delay that
TCP packets experience. ARQ, being a reactive approach,
increases the delay experienced by TCP. This is because
when a burst is dropped, an ARQ packet must be sent
back to the source and then the burst is again sent into
the network. As the � value increases, more retransmis-
sions are performed and the delay increases. Since FSR
provides loss recovery in the forward direction, the delay
remains relatively constant and equal to using no segmen-
tation. Although the di�erence in delay only increases by
about 5ms for retransmission at the highest UDP send
rates, the impact would be more drastic in long-distance
networks with a longer propagation delay. In our network,
the contentions occur at the �rst hop into the network,
so again the di�erence would be larger if contentions hap-
pened downstream in the network.

In Fig. 12(b) we look at how both FSR and ARQ af-
fect background UDP tra�c in the network. The ARQ
technique only retransmits TCP bursts while FSR only
appends redundant data to TCP bursts, but also performs
traditional segmentation on other bursts. We plot the ra-
tio of UDP data sent from the source to UDP data received
at the destination. We observe that FSR has a much lower
impact on the UDP tra�c because of the priorities and seg-
mentation in the core, but the ratio decreases with ARQ.
This is because when bursts are retransmitted they may
contend with UDP bursts. Also note that FSR is fair to
UDP tra�c compared to burst drop policy since we seg-
ment the UDP bursts instead of just dropping them as in
burst drop policy.

6.2.5. Fairness
We examine the fairness of the di�erent techniques

with respect to di�erent hop-length paths. More fairness
implies that the path hop-length has minimal a�ect on

how well the technique works. To do this, we extended the
topology in Fig. 6 to include multiple hops where each hop
is shared by di�erent UDP source and destination pairs.
The settings and number of 
ows are the same (there are
three UDP 
ows for each hop) and the total UDP send rate
is �xed at 600Mbps. Fig. 13 plots the average completion
time and shows that 100% FSR performs the best. Not
only does it constantly outperform ARQ, but the increase
in completion time between the di�erent hop lengths is
less. With FSR, there is a di�erence of about 45s in com-
pletion time between four hops and one hop while There is
a 121s di�erence for ARQ. We also evaluated the fairness
of FSR with respect to the hop length using the fairness
metrics de�ned in [16]. We found that 100% FSR provided
the best fairness compared to other percentages.

The simulation results presented are also valid for larger
networks as well. We ran simulations over NSFnet with
Variable Bit Rate UDP tra�c between all source-destination
pairs and eight source-destination TCP pairs with three
TCP 
ows each. With this topology we found similar
results. We use a simple topology to reduce simulation
run-time. Now that we have evaluated the performance of
FSR and ARQ, we will discuss the merits and demerits of
each along with segmentation and no segmentation. The
results are summarized in Table II.

First, consider TCP performance. Both FSR and ARQ
are signi�cant improvements over traditional segmentation
and no segmentation as seen in 7(a) and 11(a) by compar-
ing completion times. Next, consider the impact on UDP
performance. FSR and segmentation both segment UDP
bursts so that UDP performance is improved. Since ARQ
only provides retransmission for TCP packets, these re-
transmissions may cause more contentions with UDP traf-
�c and degrade its performance, as shown in Fig. 12(b).
While FSR and ARQ performed similarly over a single hop
network with contention, we have shown (Fig. 13) that
FSR has better performance over multiple hop networks
compared to ARQ. Using ARQ also increases the delay
that a packet or burst experiences from source to destina-
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tion when the burst has to be retransmitted. Since FSR
recovers in the forward direction, there is no additional
delay incurred. Lastly, consider the implementation cost
in OBS. At the edge, FSR requires appending redundant
data to each burst at the ingress, which is not a signi�cant
amount of overhead. ARQ, on the other hand, requires
large bu�ers to store incoming tra�c incase it needs to
be transmitted. ARQ ingress nodes must also respond to
ARQ messages when a burst is lost, increasing the control
complexity. In core nodes, FSR has a higher implementa-
tion cost. Segmentation is performed for FSR which in-
creases the scheduling complexity at the core nodes, while
core nodes for ARQ have to send a new control packet
when a contention occurs.
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7. Conclusion

In this paper we have evaluated the performance of
the proposed proactive loss recovery mechanism, forward
segment redundancy, through simulation also proposed an
analytical loss model for FSR and validated it using sim-
ulation. We have compared the performance of FSR with
traditional burst segmentation and burst drop. FSR im-
proves �le transfer completion time over burst drop by an
order of magnitude at sustained high network loads and by
over two times at lower loads. It also provides signi�cant
improvement over traditional segmentation. We also com-
pare FSR with ARQ, a reactive loss recovery mechanism.
We found that FSR outperforms ARQ in the case of longer
paths with multiple contentions while they perform simi-
lar for shorter paths with a single contention. ARQ incurs
extra delay and also hurts the performance of other (UDP)
tra�c in the network while FSR does not have either of
these problems.

FSR adds redundant data into the network, but this
does not impact the network performance because the re-
dundant data is given lower priority. There is no bu�er-
ing or complicated FEC generation required at the ingress
node, though it does increase the scheduling complexity
of core nodes due to segmentation. We have also found

that 100% FSR appears to be an optimal value for both
single-hop 
ows and multi-hop 
ows.

Based on these results we conclude that FSR is a more
e�ective loss recovery technique than ARQ and traditional
segmentation.

One interesting area of future work is to combine ARQ
and FSR. Even with FSR, if original data is lost as a result
of segmentation, TCP must recover from it. We could add
packet-level ARQ to the OBS-layer to recover from any
packet loss that FSR cannot handle. Another area of fu-
ture work is to add de
ection routing to FSR. De
ection
routing can improve the performance of traditional seg-
mentation where the segments that would be dropped are
de
ected instead, so we can study the impact of de
ection
routing with FSR.
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